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ABSTRACT 

Traditional information retrieval systems are evaluated with the 

assumption that each query is independent. However, during their 

interactions with search engines, many users find themselves 

reformulating their queries in order to satisfy their information 

need. In this paper, we treat “Searching as Learning” as similar to 

Search over Sessions problem and build a system to improve 

search over sessions’ utility by first creating, for each session, 

pseudo-documents that we hypothesize to be model documents 

that relevant documents should look like. In a second step, we 

promote documents that bear more similarity to our model 

documents. We experiment with a few simple heuristics for 

obtaining a model document by concatenating different 

documents that were listed as relevant in previous interactions in a 

session. We show that using this simple re-ranking method can 

provide up to 42.59% increase over the nDCG@10 baseline for 

the 2013 TREC Session track data and up to 26% increase over 

the α-nDCG@10 baseline for the TREC 2011 Session track data.   

Categories and Subject Descriptors 

H.3.3 [Information System]: Information Storage and Retrieval – 

Information Search and Retrieval.  

1. INTRODUCTION 
In the literature, "What does it mean to learn?" is a question to 

which divergent answers are given [1]. Among the various ways 

researchers try to measure and support learning, some researchers 

ask users to demonstrate what they have learned by writing a 

summary. After the summaries are written, the researchers 

proceed by either counting how many facts and statements the 

summary contains or how many subtopics they cover [11] [18] 

[23].  

Along similar lines, we posit that users would learn more if they 

get more in-depth and broad subtopic coverage. Specifically we 

approach the problem by trying to provide users with a system 

that returns documents with more in-depth information and broad 

coverage throughout their interaction with the search engine. And 

we evaluate our system not only by using traditional Information 

Retrieval measures, but most importantly using measures that 

emphasize subtopic coverage (e.g. diversity measures, number of 

top-k documents with high topic coverage). Although our system 

is aimed at improving the amount of knowledge acquired by a 

user by improving the breadth and depth of subtopic coverage 

throughout a search session, it does not however evaluate – or 

take into account – how much a user has learned or understood 

during the process. In this work, we treat “Searching as Learning” 

as similar to Search over Sessions problem and build a system to 

improve search over sessions with the aim of supporting learning. 

The problem of information retrieval over sessions has been 

discussed and addressed in various ways in the recent years [12], 

[13], [14]. The main goal of those endeavors is to improve the 

ranking of a current query given information about the previous 

interactions of a user in the same session. To that end, TREC 

Session track participants are provided with a set of query 

sessions, each of which consists of one or more queries in a 

session, ranked lists of documents for those queries (document Id, 

title, URL, snippets, clicked URLs and dwell time), and the 

'current' or last query in the session [13], [14], [15]. Participants 

are asked to exploit that information to better rank ClueWeb09 

(ClueWeb12 for 2013 dataset) results for the last query in the 

session. 

The topic descriptions for TREC Session tracks ask a user, either 

explicitly or implicitly, to find information covering several 

aspects of a topic. This makes the datasets a good fit for the 

problem of building systems that improves the experience of users 

who are performing a Searching-as-Learning task. We thus posit 

that creating a system that improves session results is instrumental 

in improving search results for search tasks where the main 

purpose of the user is learning. 

We address the problem for each session by first creating pseudo-

documents that we hypothesize to be model documents that 

relevant documents should look like, and then by promoting 

documents that are the most similar to our model documents. 

Improvements of the results are statistically significant for both 

traditional and diversity measures. We are able to achieve a 

42.59% increase over the nDCG@10 for baseline for the 2013 

Session track data and 26% increase over the α-nDCG@10 

baseline for the 2011 dataset. 

2. RELATED WORK 
Search over sessions is an important problem as it has been shown 

by Shokouhi et al, after analysis of Bing and Yandex search logs, 

that between 40% and 60% of sessions have two or more queries 

[20]. Query reformulations may be due to the difficulty, the 

ambiguity, the complexity or the broadness of a topic. 

Zhang et al. approached the problem by proposing a relevance 

feedback model that utilizes query changes in a session [24]. In 

Zhang’s work, when computing the relevance score between a 

current query and a document, terms’ weights are increased or 

decreased depending on whether the term was added, retained or 

removed from previous queries in the session. In a similar 

approach [8], Guan et al. proposed to model sessions as Markov 

Decision Processes wherein the user agent’s actions correspond to 

query changes, and the search agent’s actions correspond to 

increasing or decreasing or maintaining term weights. Our work is 

similar to theirs in that we use a variant of pseudo- relevance 

feedback. But our work differs in two main points. First, we focus 

on promoting documents that are intrinsically diverse, and to do 

so, we initially generate pseudo-documents that likely cover many 

aspects of the topic, and then promote documents that are most 

similar to the pseudo-documents. Secondly, in our scheme, we do 



not create and submit new queries with added terms from the top 

documents. Instead, we simply compare the candidate documents 

to the model pseudo-documents and re-rank them accordingly. 

In another study closely related to ours, Raman et al. use related 

queries to diversify results while maintaining cohesion with the 

current query in order to satisfy the current query as well as future 

queries [19]. They do so using a two-level dynamic ranking where 

the user’s interaction in the first level is used to infer her intent in 

order to provide a better ranking that includes second level 

rankings. The commonality between their approach and ours is 

that just like Raman et al. exploit intrinsic diversity (i.e. coverage 

of various aspects), we do the same, albeit we do so by promoting 

documents that look the most similar to hypothetical intrinsically 

diverse documents – and that thus likely cover the most aspects. 

However, while we use previous session interactions to aid the 

performance for the current query, Raman et al. use a query to 

improve retrieval for a user’s future session. 

In yet another closely related work, Guan identifies text nuggets 

deemed interesting in each query and merges them to form a 

structured query (query aggregation) [7]. Notable approaches used 

by TREC participants include the work of Jiang et al. [10] in 

which the authors combined Sequential Dependence Model 

features in both current queries and previous queries in the 

session for one system, and combined that method with pseudo-

relevance feedback for other systems. Another notable approach is 

the use of anchor texts for query expansion proposed by 

Kruschwitz et al. [16] and adopted by others. 

3. METHODS 
Our method consists of two steps. First, we generate and select 

“model” pseudo-documents using different heuristics that aim to 

construct an intrinsically diverse pseudo-document. Secondly, 

starting from a baseline ranking, we re-rank documents by 

promoting the ones that are most similar to the model documents. 

3.1 Creating Model Pseudo-documents 
The intuition behind using these pseudo-documents is that, doing 

so, we may be able to capture what information a document 

covering many aspects should contain. Given the nature of search 

over sessions, such documents with broad coverage of various 

aspects of the topic would presumably be more preferred. We 

could thus achieve better results by promoting similar documents 

from the pool that appeared in our baseline run. The main 

challenge is to generate the model pseudo-documents. In this 

work, we propose several heuristics that can be grouped into two 

main heuristics and a third base case heuristic described below. A 

more principled way of learning to generate model pseudo-

documents will be the subject of future work. 

3.1.1 Heuristic 1 
Assume that we have n previous queries and a ranking list of m 

documents for each query in a session. We concatenate the 

document ranked at the ith position of the first ranking list to the 

documents at the ith position of the other ranking lists. For 

instance, with two previous queries Q1 and Q2 and 10 documents 

for each of the two queries: documents D1
Q

1, D2
Q

1, …, D10
Q

1 for 

query Q1, and D1
Q

2, D2
Q

2, …, D10
Q

2 for query Q2. The first model 

pseudo-document would be D1
Q

1+D1
Q

2, the second would be 

D2
Q

1+D2
Q

2, and so forth. Our aim is to generate intrinsically 

diverse documents (i.e. documents that cover many aspects). 

In our implementation, we generate five model pseudo-documents 

and promote the five documents that are the most similar to the 

first model pseudo-document, followed by the five documents that 

are the most similar to the second model pseudo-document, and 

so forth. Also, we concatenate the snippets (for their succinctness) 

of the documents instead of the actual documents. 

3.1.2 Heuristic 2 
Assume again that we have n previous queries and a ranking list 

of m documents for each query in a session. We generate one 

single model pseudo-document by concatenating the top-k 

documents of the first ranking list to the top-k documents of the 

other ranking lists. For instance, assume we have two previous 

queries Q1 and Q2 and 10 documents for each of the two queries: 

documents D1
Q

1, D2
Q

1, …, D10
Q

1 for query Q1, and D1
Q

2, D2
Q

2, …, 

D10
Q

2 for query Q2. And let k be 3. Our single model document 

would be D1
Q

1+D2
Q

1+D3
Q

1+D1
Q

2+D2
Q

2+D3
Q

2. Our aim is to 

generate intrinsically diverse documents here as well.  

In our experiments, we use four different values of k: 2, 3, 5 and 

10. Also, we concatenate the snippets (for their succinctness) of 

the documents instead of the actual documents.  

3.1.3 Heuristic 3 
This heuristic is not meant to increase the likelihood that the 

pseudo-document covers more aspects of the topic. On the 

contrary, it is meant to generate pseudo-documents that cover 

fewer aspects, and to show that using such documents leads to 

less improvements than heuristics 1 and 2. Here, we exploit only 

the documents from the ranking list of the query that precedes the 

“current” query in each session. For instance, assume we have two 

previous queries Q1 and Q2 and 10 documents for each of the two 

queries: documents D1
Q

1, D2
Q

1, …, D10
Q

1 for query Q1, and D1
Q

2, 

D2
Q

2, …, D10
Q

2 for query Q2. We will only exploit the last ranking 

list. The first model pseudo-document would be D1
Q

2, the second 

would be D2
Q

2, the third D3
Q

2, and so forth. The assumption here 

is that such pseudo-documents would cover fewer aspects – unlike 

our other heuristics in which we are aiming for generating 

intrinsically diverse documents. 

3.2 Computing Similarities between Pseudo-

documents and Candidate Documents 

3.2.1 Cosine Similarity 
Cosine similarity measures the cosine of the angle between two 

document vectors.  Documents are represented as vectors where 

every term in the vocabulary is an independent dimension in the 

vector space. The inner-product between those 2 vectors is 

computed and used as their similarity value [21].  

 

where A and B are document vectors, and ||A|| and ||B|| are the 

magnitudes of A and B respectively.  

3.2.2 Jaccard Similarity 
Jaccard similarity coefficient is obtained by dividing the size of 

intersection of terms between two documents by the size of the 

union of terms between those two documents [6]. 

 

where A and B are the set of terms in two different documents and 

|A| is the size of the set A. 



4. EXPERIMENTS AND RESULTS 

4.1 Data 
For our experiments, we use the 2011, 2012 and 2013 TREC 

Session track datasets [13], [14], [15]. In each there are several 

user sessions containing one or more interactions.  Each 

interaction consists of a query related to a given information need, 

a ranked list of results from a search engine, user clicks on the 

results, and the time spent by the user reading the clicked 

document.  Finally, there is a "current query", the last query in the 

session.  The 2011 data consists of 76 sessions, while the 2012 

data consists of 98 and the 2013 contains 87. 

Our task is to rank results for the last query (current query) in the 

session. In order to stay in line with most TREC Session track 

participant systems, we used the Category B subset of ClueWeb09 

for 2011 and 2012, and the entire ClueWeb12 corpus for 2013. 

The 2012 dataset contains sessions for four different types of 

search tasks represented by a goal type (amorphous or specific) 

and a product type (intellectual or factual); we can evaluate these 

types separately. 

4.2 Evaluation Measures 
For traditional measures, we opted for using two of the measures 

adopted by the TREC Session track organizers, namely the 

primary measure nDCG@10 and the second measure ERR@10 

[3], [9]. Given that a user may be searching for the purpose of 

learning and thus need to cover several aspects of a topic, we 

deemed it necessary to use diversity measures, α-nDCG@10 and 

ERR-IA@10 [2], [4], to evaluate our methods. 

4.3 Results 
The baseline we are comparing our results to is obtained using 

Indri’s language model (LM) on each of the last queries [22]. We 

filter baseline results using Waterloo’s fusion spam classifier with 

a threshold of 0.75 [5]. In the tables below, ModCos and ModJac 

use Heuristic 1 with cosine and Jaccard similarity respectively. 

ModCosK2, ModCosK3, ModCosK5 and ModCosK10 use 

Heuristic 2 (with k=2, 3, 5 and 10 respectively) and cosine 

similarity. ModCos1 uses Heuristic 3 and cosine similarity. 

Note: In the following tables: + means statistically significant 

over the baseline at p<0.05. 

Table 1. nDCG@10 and ERR@10 using Heuristic 1 

 

LM ModCos ModJac 

2013 nDCG@10 

Change 

0.1188 

0% 

0.1616 

36%+ 

0.0939 

-20.96% 

2013 ERR@10 

Change 

0.1034 

0% 

0.1404 

36%+ 

0.0825 

-20.21% 

2012 nDCG@10 0.2141 0.2654 0.2355 

Change 0% 24% + 10% 

2012 ERR@10 0.1581 0.1958 0.1664 

Change 0% 24% + 5% 

2011 nDCG@10 0.3182 0.3709 0.329 

Change 0% 17% + 3% 

2011 ERR@10 0.2459 0.3093 0.2747 

Change 0% 26% + 12% 

Table 2. α-nDCG@10 and ERR-IA@10 for 2011 dataset using 

Heuristic 1 

 

LM ModCos ModJac 

2011 α-nDCG@10 0.3879 0.4887 0.4341 

Change  0% 26% + 12% 

2011 ERR-IA@10 0.3325 0.4329 0.3746 

Change  0% 30% + 13% 

Table 1 shows the nDCG@10 and ERR@10 results for our 

experiments using Heuristic 1 on 2013, 2012 and 2011 TREC 

Session track datasets. In ModCos, we create model pseudo-

documents and promote documents that have the highest cosine 

similarity with the model pseudo-document. In ModJac, we use 

Jaccard similarity instead. ModCos significantly improves the 

2013 baseline by 36% for both nDCG@10 and ERR@10. It 

significantly improves the 2012 Indri baseline by 24% for both 

nDCG@10 and ERR@10. For the 2011 dataset, ModCos still gets 

good improvement, with 17% improvement over the nDCG@10 

baseline and 26% improvement over the ERR@10 baseline. 

ModJac gets less improvement in general. This suggests that 

Jaccard similarity may be less appropriate in this experiment, 

maybe because the resulting concatenated documents are longer 

string than the kinds of strings Jaccard similarity works well on. 

So, for heuristics 2 and 3, we use cosine similarity only. 

 The 2011 test set includes relevance judgments for subtopics as 

well. Using that, we were able to compute α-nDCG@10 and 

ERR-IA@10 diversity measures for the 2011 dataset. As can be 

seen in table 2, our methods bring significant improvements over 

the baseline in terms of diversity measures as well. ModCos gets 

26% improvement over the α-nDCG@10 baseline and 30% 

improvement over the ERR-IA@10 baseline. In general, the 

diversity results witness a better improvement than the traditional 

results on the 2011 dataset, just as expected. 

Table 3. nDCG@10 and ERR@10 using Heuristic 2 

  LM ModCosK2 ModCosK3 ModCosK5 ModCosK10 

2013  

nDCG@10 0.1188 0.158 0.1649 0.1578 0.1694 

Change 0% 33.00%+ 38.80%+ 32.83%+ 42.59%+ 

2013 

ERR@10 0.1034 0.14 0.1428 0.1384 0.1513 

Change 0% 35.40%+ 38.10%+ 33.85%+ 46.32%+ 

2012 

nDCG@10 0.2141 0.252 0.2586 0.2589 0.2612 

Change 0% 17.70%+ 20.78%+ 20.92%+ 22.00%+ 

2012 

ERR@10 0.1581 0.1658 0.165 0.1695 0.171 

Change 0% 4.87% 4.36% 7.21% 8.16% 

2011 

nDCG@10 0.3182 0.3831 0.3851 0.3915 0.3915 

Change 0% 20.40%+ 21.02%+ 23.04%+ 23.04%+ 

2011 

ERR@10 0.2459 0.2896 0.2859 0.2942 0.2984 

Change 0% 17.77%+ 16.27%+ 19.64%+ 21.35%+ 

Using Heuristic 2, we get similarly good results with significant 

improvements. As can be seen in Table 3, ModCosK10 gives the 

highest nDCG@10 results: 0.1694 (+42.59%), 0.2612 (+22%) 

and 0.3915 (+23.04%) for 2013, 2012 and 2011 respectively. 

These results are well above the median TREC Session track 

systems’ nDCG@10. In comparison, using the Indri’s built-in 



pseudo-relevance feedback – which is an adaptation of 

Lavrenko’s relevance model [17] – with 10 documents for 

feedback, we get 0.045 (-62.12%), 0.2167 (+1.21%) and 0.3196 

(+0.44%) for 2013, 2012 and 2011 respectively. The table 

showing diversity metrics is left out for brevity. The 2011 α-

nDCG@10 and ERR-IA@10 results for ModCosK10 are 0.4502 

and 0.3941. The general trend here is such that, as we increase the 

number of documents that form the pseudo-document, we get 

better results. This is what we expected – the rationale behind 

using more documents to form the model pseudo-document is to 

increase the chances that the new pseudo-document covers more 

aspects of the topic. As pointed out earlier, our future work will 

concentrate on introducing a more principled approach in 

choosing the combination of documents.  

As expected, Heuristic 3 (see Table 4) does not measure up to the 

first two heuristics since it covers fewer aspects 

Table 4. nDCG@10 and ERR@10 using Heuristic 3 

  

2013 

nDCG 

@10 

2013 

ERR 

@10 

2012 

nDCG 

@10 

2012 

ERR 

@10 

2011 

NDCG 

@10 

2011 

ERR 

@10 

LM 0.1188 0.1034 0.2141 0.1581 0.3182 0.2459 

Change 0% 0% 0% 0% 0% 0% 

ModCos1 0.1246 0.1005 0.2161 0.1535 0.3379 0.26 

Change 4.88% -2.80% 0.93% -2.91% 6.19% 5.73% 

 
Figure 1. Difference (DIFF) between ModCosK10 and LM in terms of the number of documents that cover 2 or more aspects

5. ANALYSIS 
We analyzed our results to determine whether our re-ranking 

methods are merely rearranging, promoting and redisplaying 

documents that were shown in previous interactions of a given 

session. If so, then that could mean that maybe we are getting 

improvements simply because we are taking advantage of the 

commercial engine Yahoo! BOSS used to generate the 2011 and 

2012 session ranking lists. In other words, since a high-quality 

commercial engine generated the Session track ranked lists we 

are exploiting, we may be inadvertently "copying" those results 

to improve ours rather than relying on our own methodology.  

But our analysis shows that for each query, there is only little or 

no overlap between our top 10 documents and the documents 

that are part of the previous interactions of the same session. For 

instance, for ModCos, out of all 76 queries of the 2011 Session 

track dataset, 38 queries returned 10 top documents that do not 

overlap at all with the documents returned by the commercial 

engine for the previous interactions, and 26 queries returned 

only 1 overlapping document with the commercial engine. Note 

that only documents that exist in the ClueWeb09 corpus were 

retained in the Yahoo! BOSS rankings. Since the overlap in 

retrieved documents is so low, it seems unlikely that we are 

simply taking advantage of the success of a commercial search 

engine. 

We posit that for the context of Searching-as-Learning, it is very 

useful for the top documents to cover as many aspects of the 

topic as possible. Figure1 shows that our method is successful in 

promoting documents that cover many relevant aspects. It shows 

a bar plot for the number of documents that cover 2 or more 

aspects in ModCosK10 method minus the number of documents 

that cover 2 or more aspects in LM method. This was done on 

the 2011dataset, as that is the only dataset for which TREC 

performed subtopic judgment. The net result is that our method 

does a very good job at promoting documents that cover two or 

more aspects. In fact, out of the total 76 sessions, 35 witness 

ModCosK10 doing a better job than the baseline in promoting 

documents that cover two or more aspects, 17 witness the 

inverse, and 24 witness no difference. 

6. CONCLUSION AND FUTURE WORK 
In this paper, we address the problem of “Searching as 

Learning” by creating a system for searching over sessions. We 

showed that we get significantly improved search results over 

sessions, using a couple of heuristics to create “model” pseudo-

documents by concatenating the contents of several documents 

that appeared in previous interactions in a session and 

promoting documents that are most similar to the model 

document. Traditional measures and diversity-based measures 

alike show significant improvements over the baseline. The 

current approach constitutes a preliminary effort in exploring 

methods that promote documents that cover a myriad of aspects 

in order to improve Searching-as-Learning results, as well as 

search over sessions results. Our results – when coupling our 

heuristics with cosine similarity – are above the median TREC 

results, and although they do not outperform the top systems yet, 

they present some interesting future research directions that we 

believe will be useful in building better systems for “Searching 

as Learning”. In the future, we will look into more principled 

ways to generate better model pseudo-documents, for instance 

by learning which combinations of documents provide us with 

model pseudo-documents with highest number of aspects 

covered. Another direction will be to use similarity measures 

that are more appropriate for inter-document similarity 

comparison. Also, we will look into ways to gather more 

potentially useful documents before the creation of model 

pseudo-documents and the re-ranking, rather than simply using 



the set of documents returned for the last-query only. We will 

also investigate new ways other than traditional measures to 

evaluate utility for Searching-as-Learning tasks; although 

looking at the number of documents that cover two or more 

aspects is a fair indication of how much various information the 

searcher is exposed to, a more sophisticated approach is needed. 
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